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Abstract
We document significant persistence in the market timing performance of active individual investors, suggesting that some investors are skilled at timing. Using data on all
trades by active Finnish individual investors over almost 15 years, we also show that the
net purchases of skilled versus unskilled investors predict monthly market returns. Our
results lend credibility to the view that market returns are predictable, without having to
specify which variables active investors use to successfully time the market.
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Introduction
Studies examining whether market returns are predictable report mixed results.1 Most of these
studies use market variables, like dividend yield or volatility, to predict annual or longer-horizon
index returns. We examine monthly return predictability using simple functions of the net order
flow of active individual investors. Using the diﬀerence of net purchases of previously successful
and previously unsuccessful market timers as a predictor, we find statistically and economically
significant predictability in market returns.
Using the net purchases of individual investors to predict returns has several advantages over
using market variables or the trades of institutional investors. First, skillful market timers may
use complex combinations of many diﬀerent variables to form their return forecasts. Observing
their net purchases does not require the researcher to know the source of their information.
Second, documenting that some individual investors are persistently good market timers provides
evidence that the trading strategies required to successfully time the market are feasible given
the information that individual investors have. Third, unlike institutional investors, individual
investors are essentially unconstrained in their asset allocations, making the net order flows of
skilled timers a potentially strong market predictor variable.2
Our approach is to measure timing performance in the first and second halves of our 174month data set on Finnish individual investors. We then test whether timing performance has
persistence, or whether performance in the first half of the sample predicts performance in the
second half. Finally, we use the net purchases of successful timers in the first half of the sample
minus those of unsuccessful timers to predict market returns in the second half of the sample.
Our market timing measure is the correlation of two variables: the net cash flow into (and out of)
stocks of individual i in month t, and the market index return in month t + 1. We consider active
investors with flows that positively predict future market returns to be successful market timers.
Active investors with flows that are unrelated or inversely related to future market returns are
considered poor timers.3
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See, for example, Goyal and Welch (2008) and Campbell and Yogo (2006).
Fund managers are often constrained by their charters. For example, an equity fund cannot generally hold
large amounts of fixed income assets.
3
We use an additional market timing measure that captures within portfolio market exposure. This measure
correlates beta-weighted monthly cash flows with future monthly returns on the Finnish market.
2
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We find both economically and statistically significant persistence in market timing performance. For example, successful timers in the first half of the sample period are over 40% more
likely than unsuccessful timers to be in the top quintile of timers in the second half. The persistence we document is displayed by both successful timers and unsuccessful timers. Unsuccessful
timers in the first half of the sample are quite likely to be unsuccessful in the second half. We
design tests inspired by Fama and French (2010) to separate timing luck from skill and find the
documented persistence is unlikely to be due to luck.
We report the results of monthly market return predictability regressions which test if information in investor flows can predict future market returns. We sort investors into quintiles
based on their first period performance and examine return predictability in the second half of
our sample. We find that the diﬀerence in group flows between the top and bottom 20% of
investors can significantly predict future market returns. The success of the flow-based measure
stands in stark contrast to the prediction power of other variables that are commonly used to
forecast returns. Only past market returns can significantly predict future market returns during
this time period, while two valuation ratios we explore are negatively and insignificantly related
to future market returns.4 The magnitude and significance of the flow-based measure’s coeﬃcient
is unaﬀected by controlling for the dividend yield, earnings-price ratio, and past market returns.
These results suggest that investor flows have more information about future market returns
than commonly used economic variables.
We further assess the economic significance of the observed market timing persistence by sorting investors into quintiles based on their first half timing measure and examining performance
across quintiles in the second-half of our sample period. First, we examine the average return
of an investment strategy that invests the group flow measure in each month t and earns the
excess market return over the month t + 1. The strategy based on the flow diﬀerence between the
top 20% and bottom 20% earns an average annualized excess return of 2.19% compared to an
average excess market return of 1.02% during this period. To adjust for total risk, we calculate
the strategy’s Sharpe ratio by dividing its average excess return by its standard deviation. The
flow-based strategy has an annualized Sharpe ratio of 0.88 compared to 0.04 for the market.
4

The auto-correlation in Finnish market returns is 0.20 during the time period, which is less than the 0.26
auto-correlation in S&P500 index returns during the same time period. This is suggestive evidence the Finnish
market is not significantly less eﬃcient than the U.S. market during this time period.
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In an Internet Appendix, we also examine the ability of investor flows to predict bear markets
defined as a return at least half of one standard deviation below the sample average. The unconditional probability of a bear market is 25.3% in the second half of our sample. The conditional
probability of a bear market increases to 41.2% when the flow diﬀerential between good and
bad timers (sorted based on first half performance) is at least 0.5 standard deviation below the
mean. These results are not necessarily surprising given the ability of group flows to forecast
future returns. The persistent dispersion in market timing ability appears to be economically
significant.
Shiller (2000) and Campbell and Viceira (2002) argue that individuals should be able to time
the market, though at much longer horizons than monthly. Dichev (2007) examines aggregate
flows and finds that the dollar-weighted returns to investors are lower than buy-and-hold returns
indicating that investors on average are poor market timers. We find supporting evidence that
the average individual investor cannot time the market. Our main finding, that the net order
flow of previously successful timers minus that of previously unsuccessful timers predicts market
returns, is not inconsistent with poor timing by the average investor. Most analysis of the crosssection of market timing ability has examined returns on professionally managed funds. The
overwhelming majority of these studies find little evidence of market timing.5 However, Bollen
and Busse (2001) and Mamaysky, Spiegel, and Zhang (2008) find some timing by professionals.
Using holdings data, Elton, Gruber, and Blake (2011) find evidence that fund managers’ timing
attempts usually result in low returns. Kacperczyk, Van Nieuwerburgh, and Veldkamp (2013),
however, examine the holdings of fund managers and find that managers have some ability to time
the market, especially in recessions. In contemporaneous work, Che, Norli, and Priestly (2012)
use detailed Norwegian data covering all of the domestic asset holdings of their investors to show
that more individuals successfully time the market than would arise by pure chance. Compared
to our work, they do not look for persistence in timing ability, and they do not analyze return
predictability. Grinblatt, Keloharju, and Linnainmaa (2012) provide some evidence that there is
5

See Jagannathan and Korajczyk (2014) for a review of the returns-based measurement of market timing
literature. Studies that find little evidence of timing include Henriksson (1984), Ferson and Schadt (1996),
Becker, Ferson, Myers, and Schill (1999), and Goetzmann, Ingersoll, and Ivković (2000). Kacperczyk and Seru
(2007) find little evidence of timing using returns and holdings data. Daniel, Grinblatt, Titman, and Wermers
(1997) use returns, and Wermers (2000) uses holdings and returns, to find little evidence of characteristic timing
ability.

3

a positive relationship between IQ and market timing ability during the dot-com boom and bust
period. While they focus on diﬀerences in performance and trading activity across individuals
with diﬀerent IQ levels, we focus specifically on the persistent cross-sectional dispersion in market
timing ability and the implications of this dispersion for market return predictability.
The paper proceeds as follows. In Section 1 we describe our data in detail and we describe
our market timing performance measures. In Section 2 we present and discuss the results of our
tests. Concluding remarks are given in Section 3. In an Appendix we present a model of market
timing ability that motivates our timing measures. In an extensive Internet Appendix we report
a number of results on the robustness of timing, on timing across apparent bubble periods, and
on the characteristics of successful versus unsuccessful timers.

1

Data

Our main data set combines data on individual investor transactions with data on market returns.
The original transactions data contain all transactions in Finnish securities during the sample
period and come from the Nordic Central Securities Depository (NCSD). We extend the datasets
used in Seru, Shumway, and Stoﬀman (2010), Grinblatt and Keloharju (2000, 2001a, 2001b), and
Kaustia and Knüpfer (2012) to cover 14.5 years of trading from January 1, 1995 to June 30, 2009.
For each transaction, we are provided the number of shares transacted, the transaction price, a
security identifier, an investor identifier code, and information about the investor.6
The transactions of individual investors are aggregated at the individual, not account, level.
This level of aggregation eases concerns that investors are not actively moving money into and
out of the market, but are moving money between accounts. The dataset only provides information on investors’ direct holdings. Investments through an intermediary are attributed to
the intermediary’s account. Thus, mutual funds will have their own accounts and will not be
included in our analysis. Grinblatt and Keloharju (2000) find that less than 1% of the Finnish
population were invested in mutual funds at the beginning of 1997. Although this proportion
is likely to have grown, there is no obvious reason why excluding flows to mutual funds would
6

The data set contains information on the investor’s zip code, gender, firm sector code, firm legal form, firm
postal code, firm country, language code, and registration date in the shareholder register. The data set also
contains information on the type of transaction and the transaction registration basis.
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aﬀect our results.
We limit our analysis to active individual investors and therefore drop transactions made
by institutions. We limit our sample to individual investors for two reasons: (1) individuals
are not regulated or restricted in their investment set and (2) individuals are likely investing for
themselves, which eliminates any agency concerns. Further, individual investors are traditionally
thought of as the least informed or skilled investor group, so finding any timing ability among
this sub-group of investors is particularly surprising.7
Since our interest lies in investors’ ability to time the market, we aggregate investor flows
at the investor-month level instead of analyzing trades in individual stocks. To calculate an
investor’s monthly flow, we sum the euro value of all transactions by that individual within each
month. If the investor places no trades during a month then that investor’s monthly flow is equal
to zero. If an investor purchases x euros of stock and sells y euros, the flow for that investor is
x − y in that month.
The trading records contain codes indicating the type of transaction for each record. About
sixty percent of the records are normal transactions, or trades which individuals executed on
the exchange. Other records are generated when firms merge, when they go through a stock
split, or when other corporate events occur. After examining the data carefully, we choose to
exclude some types of trades but we keep most of the transactions. The transactions we exclude
comprise about 12 percent of the data and often have values of zero.8 We choose to retain records
associated with mergers9 and other corporate events because they sometimes generate trades in
individuals’ accounts which aﬀect their market exposures.10 For robustness, we ran our analysis
7

We use the trading records of institutions to look for evidence of timing in one test, but the test results in
no evidence of timing (see Internet Appendix). Given the relatively small number of institutions in the data, we
do not find the lack of evidence for institutions surprising.
8
We exclude transactions with codes of 0 (initial balance), 4 (transfer to own book-entry account), 55 (splits),
60 (creation of subscription rights), and 96 (transfer to own book-entry account to another operator).
9
Cash-out mergers generally result in substantial cash flows to investors while exchange mergers often result
in no cash flow.
10
It is important for us to keep most types of transactions in our set of trades to calculate accurate flows.
While it is true that an individual may not actively choose to sell a stock when a company is being taken over or
liquidated, it is also true that those transactions generate a cash flow in the individual’s account. Since most of
our analysis considers the trades of fairly active traders, we assume that individuals are aware of such transactions,
and thus it would be a mistake for us to omit them. Suppose, for example, that a company is taken over and
10,000 euros are deposited into an individual’s account. If that individual then spends 5,000 euros to purchase
another stock, then the correct flow for that account in that month is -5,000 euros. If we omit the takeover
transaction then it appears that this individual’s flow is 5,000 euros this month, flipping the sign of the true flow.
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with only regular trades and our persistence results retain statistical significance but become
economically smaller.
The data also contain short descriptions of all the securities traded on the exchange. We use
these codes to identify put options. Since put option returns are usually of the opposite sign of
their underlying assets, they almost always have negative betas. Thus, when we calculate investor
flows we give put option flows a negative sign. If investors sell puts we count the associated flows
as positive and if they buy puts we count the flows as negative.
Almost all of our tests of timing persistence will examine active traders, traders that have a
minimum number of months with non-zero aggregate flows (active flows) in the first half of our
sample. We focus on active traders to ensure we have an accurate measure of timing. For an
investor to be included in our main analysis, they must have active flows in at least 15 of the 87
months in the first half of the sample.11 We use only first half activity to determine if investors
are included in the sample so there is no look ahead bias in our results. This also means we are
not conditioning on survival (i.e., trading activity in the second period). By not conditioning on
survival we ensure the second half performance measures are unbiased. We find similar results
if we condition on being an active trader in both periods (we discuss this result more in Section
2.5.3). In Figure 1, we provide a histogram of active (non-zero) monthly flows in the first and
second half of the sample period for the 1,386,540 investors that owned a security during the
first half of our sample.12 The main takeaway is that there is very little activity by the typical
investor. The median investor has 2 active flows (months with non-zero aggregate flows) and
less than 10% of investors have greater than 10 active flows (out of 87 months) in each half of
our sample.
Summary statistics on trades and flows by active investors (i.e., investors with at least 15
non-zero flows in the first half of the sample period) are presented in Table 1. There are 68,937
investors that meet the threshold to be an active investor. We treat an individual’s first trade
in our sample as their first trade in the market. Once an investor makes their first trade, they
remain in our sample and receive a monthly flow equal to zero in all months in which they do
11

Our results do not depend on the exact cut-oﬀ value chosen (e.g. with a cut-oﬀ of 12 flows, the correlation
between first and second period monthly timing measures was 0.0714 and is significant at the 0.01% level). The
cut-oﬀ value was chosen to optimize the trade-oﬀ between sample size and capturing active investors.
12
1,386,540 people is approximately 27% of the Finnish population in the year 2002 (see http://www.stat.fi).
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not trade. As can be seen in Column 3 of Table 1, the number of flows increases each year
until 2001 as new investors enter the market. After 2001 the number of flows remains constant
because we do not allow new investors into the “active” set in the second half of the sample, and
investors with no trades have flows of zero.13 As a robustness check we also conduct our main
tests assuming that all investors begin trading before the sample begins, and we find very similar
results.
In Columns 6-8, we provide the percentage of monthly investor flows each year that are
net outflows, net zero, and net inflows, respectively. An investor is assigned a monthly flow of
zero if the investor was inactive or if the investor bought and sold exactly the same value of
securities during the month. The overwhelming majority of monthly flows are equal to zero (due
to inactivity). The year 2000 had the lowest percentage of flows equal to zero at 52.52%, and
the year 1995 had the highest percentage at 82.50%. The percentage of flows that are outflows
hits a low of 5.08% in 1995 and a high of 19.91% in 2000. The percentage of flows that are
inflows ranges between 8.30% in 1996 and 27.57% in 1999. In 10 out of the 15 years, a greater
percentage of investor flows were inflows than outflows. This does not necessarily mean that the
average flow size in euros was positive in these years. In Column 4, we present the mean flow
size, which is negative in 6 out of 15 years.
To proxy for the relevant market return, we use returns on the HEX 25 Index (currently, the
OMX Helsinki 25), which we obtain from Bloomberg. The HEX 25 is a value-weighted index of
the 25 largest companies listed on the Helsinki Stock Exchange.14 The cumulative return of the
HEX 25 index over our sample period appears in Figure 2 and monthly returns are presented in
Figure 3. As the figures clearly show, the sample period can be characterized by two episodes in
which there was a market run-up and subsequent crash in prices. This remarkable pattern makes
it possible for us to test whether timing ability around “market bubble” periods is persistent
(reported in the Internet Appendix).
In some tests, we use returns on individual securities to calculate active changes in portfolio
betas, stock picking ability, investors’ total investment performance, and to control for any eﬀects
13

The number of flows in 2009 is smaller than 2008 because our sample ends in June 2009.
From November 1, 1995 to August 1, 2001 the index capped the weight of any individual stock at 20%. After
August 1, 2001 the index caps the weight of any individual stock at 10%. The number of stocks capped varies
over time. As an example, on November 3, 2003 there were 4 stocks capped at 10%. In the Internet Appendix,
we present results using a more general market index (HEX) and find that the results are very similar.
14
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due to the dominance of Nokia (the most traded stock in our sample) during our sample period.
For these analyses we need the time series of individual securities prices, which we obtain from
Bloomberg for the 1,000 most traded securities in our sample.15

1.1

Market Timing Measure

In the Appendix, we provide a model of market timing that motivates our main market timing
measure. We show the correlation between investor flow and future market returns is increasing in
the investor’s market timing ability, defined as the precision of the investor’s signal about future
market returns. Motivated by the model, our timing measure is calculated for each investor as
follows
M arketT imingi = Correlation(F lowit , M onthReturnt+1 ),

(1)

where F lowit is the net monthly cash flow into or out of stocks for investor i in month t and
M onthReturnt+1 is the cash return (or simple diﬀerence) of the HEX 25 in month t+1.16 Consistent with our model, we use cash returns so that both the flows and returns are in euros. We
compare investors’ timing measures in two equal length sub-periods: January 1995 to March
2002 and April 2002 to June 2009. There are 87 months in each sub-period.
Using the correlation between market flows and future market returns makes particular sense
for our data for multiple reasons. First, the correlation directly measures whether investors
are able to time the market. Second, while common measures of timing utilize the fraction of
each person’s wealth that they allocate to risky assets, we do not observe the total wealth of
the individuals in our data. Our model (in the Appendix) shows that, under some reasonable
assumptions, observing wealth or the investor’s other investments is unnecessary to estimate
15

There are over 8,285 securities in our sample, of which 155 are stocks (identified by their existence in the
Compustat Global database). Stocks account for 63.23% of the trades and 73.95% of the absolute flows. The rest
of the securities are derivative instruments, bonds, and ETFs. Only a fraction of the derivatives are traded in
any given period since derivatives with diﬀerent expiration dates have diﬀerent identifiers. As a robustness check,
we run our main analysis using only equities and, as expected, the results are similar to those with all securities,
though they are a little weaker. The reason we include all the securities in our main analysis is that investors
could use derivative securities or corporate bonds in their market timing strategy. In sum, the results are not
sensitive to the subset of securities used.
16
For robustness, we have re-run our main analysis using quarterly returns. This measure correlates monthly
flows with the cash return on the HEX 25 over the 3 months beginning in month t+1 and ending in month t+3.
These results are presented in the Internet Appendix and are very similar to the results using the monthly market
timing measure.
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market timing ability, easing concerns about this data limitation.17 Additionally, calculating the
correlations of an individual’s flows with future market returns essentially adjusts each individual’s monthly flows by the standard deviation of their flows, which is a proxy for their total
wealth.
In Table 2, we present summary statistics for the timing measure for each half of the sample.
There are 68,937 investors that meet the minimum number of active flows in the first half of the
sample. In the second half, 2,097 of the previously active investors fail to have at least two nonzero monthly flows so we are unable to calculate a correlation for them. The mean correlation
is 3% in the first half and 0% in the second half of the sample. In untabulated results, we find
that the mean monthly timing measure for all (generally inactive) investors is −1% in each half
of the sample. Frequent traders are on average better monthly timers than the entire population
and these diﬀerences are statistically significant at the 1% level. A correlation of −1% for all
investors is evidence that investors cannot time the market on average, consistent with Dichev
(2007). There is significant variation in the timing measure especially in the first half of the
sample. In the first half, the standard deviation is 18%, 25% of investors have a correlation less
than -7% and 25% of investors have a correlation greater than 13%. In the second half, the
standard deviation is only 10% and the 25th and 75th percentiles are -6% and 7%, respectively.
In our persistence tests, we will examine if investors that were in the top (bottom) percentiles in
the first period were more likely to be in the top (bottom) percentiles in the second period.

2

Results

In Table 3, we present results examining persistence in market timing ability. The table is a
simple cross tabulation of the first and second half timing measures. The rows of the table are
sorted into quintiles based on performance in the first half, while the columns are sorted into
quintiles based on performance in the second half. We present row percentages, i.e. percentages
conditional on being in the relevant first half quintile. Under the null hypothesis that there is
no relation between timing performance in the first and second halves of the sample we would
17

This limitation is especially unlikely to aﬀect our results since we are concerned about cross-sectional variation
across investors. Only if there was a cross-sectional bias in the correlation between savings and future market
returns would the lack of wealth data potentially aﬀect our results.
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expect to see about twenty percent of the observations in each cell. The indications of statistical
significance are for tests of the null hypothesis.18
The results of Table 3 clearly show that there is some timing ability in our data. Focusing on
the top row, which corresponds to the best performers in the first half, the fraction of investors
that appear in each performance quintile in the second half of the sample declines monotonically
from 24.43% to 17.29%. These results indicate that the best first period timers are 41% more
likely to be in the top 20% than in the bottom 20% in the second half. Looking at the last
row, the fraction in each cell increases monotonically. The extreme quintile pairs are statistically
significantly diﬀerent from the null value of twenty percent. Looking at the first column of the
table, again the fractions in each cell decline near-monotonically. In the last column, the fractions
increase near-monotonically.
If investors were distributed uniformly across all the cells in the table, we would expect to
see 2,674 investors in each cell. In the first row and column, there are actually 3,266 investors,
592 more than we would expect by chance. In the last row and column, there are actually 3,036
investors, 362 more than we would expect by chance.19 We also examine the number of investors
that outperform a certain threshold. We find the number of investors exhibiting a correlation
above 0.1 in both periods is about double what would be expected by chance.20 A rank correlation
between first and second half performance of 7.45%, which is significant at the 5% level, provides
further evidence for persistent market timing ability among the investors in our sample. These
results show that the best timers in the second half come disproportionately from the better
quintiles in the first half, and the worst timers in the second half come disproportionately from
the worst quintiles in the first half.
In the last column of Table 3, we report the average second period timing measure for each
first period quintile. For the highest quintile, the average timing measure in the second half is
1.56% and is significantly diﬀerent from zero at the 1% level. For the lowest quintile, the average
correlation is only -0.63%. The diﬀerence between the highest and lowest quintile is 2.21% and
18

p-values for each cell in the cross-tabulation table and for the pairwise and spearman rank correlations are
calculated using a placebo test procedure. We discuss the procedure later in this section.
19
The null of 2,674 is similar to the average number we observe in our placebo tests. In our placebo tests, the
average number of individuals in the top quintile in both periods is 2,700 and the average number of individuals
in the bottom quintile in both periods is also 2,700.
20
3,956 investors have a flow-return correlation greater than 0.1 in both periods. The average number in our
placebo tests is 1,961.
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is statistically significant at the 1% level using the traditional test of significance. The results of
the table imply that the positive correlation between first and second half timing measures is not
driven by the tails of the distribution, and it is not driven primarily by either very unsuccessful
or very successful timers. Rather, there is a considerable amount of persistence in good and
bad timing ability across the entire distribution. In subsection 2.3, we calculate the correlation
between first half group level aggregate flows and future returns and find even more economically
significant dispersion in performance in the second half.
In the Internet Appendix, we present similar results using a beta-adjusted timing measure in
which the euro flows are multiplied by the transacted security’s beta. The results are statistically
and economically very similar to those in Table 3. This indicates that the most important timing
behavior in our data is driven by dynamic asset allocation. Because of the similarity in results
between the beta-adjusted flow and unadjusted flow measures, we use the simple unadjusted flow
measure throughout the paper. We discuss additional robustness tests examining the persistence
in market timing ability in Section 2.5.

2.1

Calculation of Significance Levels

If investors make investment decisions that are correlated across individuals or over time due
to factors like regional shocks to wealth, following the advice of a common financial advisor,
trading on common signals like price-to-earnings, or dollar cost averaging (e.g., purchase 500
euros of stock each month), then traditional tests of statistical significance may be misspecified.
In a diﬀerent context, Fama and French (2010) deal with similar issues using a bootstrapping
procedure. They motivate their procedure as a way to separate luck from skill. While the nature
of our data makes it impractical for us to use their method, we separate luck from skill by using
the distribution of a number of placebo timing measures to determine statistical significance.
The placebo tests are conducted by re-calculating each individual’s timing measure each
half using the market return in month t + m, where m = 10, ..., 60. This provides us with 51
placebo samples of timing measures in which any correlation between flow and return should
be attributed to luck. We use the 51 samples to construct a distribution of cross-tabulation
cell values and a distribution of correlations between first and second half timing measures. We
use the distribution of these values to calculate the likelihood of observing the point estimates
11

in our main analysis. We choose t + 10 as the earliest month for the placebo tests since it is
highly unlikely that 10-month ahead returns are related to current flows. These placebo tests
will account for the commonality in trading activity across individuals since the distribution of
flows is exactly the same in the placebo tests as in our main test. In general, we find that results
using the placebo test method are less statistically significant than results using normal standard
errors. Even so, the statistics of interest remain significantly diﬀerent from zero. The placebo
method is used to calculate all of the p-values and associated levels of statistical significance
reported in Table 3.
We also calculate p-values using three additional methods. The first two methods are similar
to the placebo test except we simulate market returns 1,000 times and re-estimate individuals’
timing measures and the distribution of timing measures for each simulated return path. In
the first set of simulations, we assume returns are independent and normally distributed with a
mean and variance equal to the realized mean and variance of market returns during the sample
period. In the second set of simulations, we estimate an AR(1) process for market returns
and simulate returns using the estimated parameters. Both sets of simulations indicate greater
statistical significance of our results than the p-values from the placebo tests. The third method
is a bootstrap procedure that randomly matches investors in the first and second half based on
their geographical location and trading frequency. The statistical significance remains similar to
using normal standard errors (i.e., extremely statistically significant).

2.2

Monthly Return Predictability

While the cross-tabulation evidence presented above suggests that skilled individual investors
trade on predictable market returns, in this section we present a more direct test of market
predictability. The more direct test is useful because it (1) is relatively easy to interpret, (2)
allows us to examine whether other common predictors explain market timing by individuals,
and (3) is arguably econometrically cleaner than the cross tabulations reported in Table 3. We
compare the ability to predict market returns of group-level investor flow measures to three other
predictors of market returns: earnings-price ratio, dividend yield, and the concurrent market
return. To construct a group-level flow variable, we group individuals’ flows into groups based
on first half performance. Specifically, our group flow is defined as follows:
12

GroupF lowgt =

! F lowit − F lowit−1 to t−60
i∈g

σ(F lowit−1 to t−60 )

,

(2)

where the subscript g indexes quintile groups, and i indexes individuals. Individual flows are
standardized using the mean and standard deviation of the individual’s past 60 monthly flows.21
Additionally, we create another flow measure from the diﬀerence in GroupF lowgt for the top
20% of timers and the bottom 20% of timers based on first half performance. The measure is
calculated as follows:
T opBottomF lowt = GroupF lowtop,t − GroupF lowbottom,t ,

(3)

In Table 4, we present correlations between the top 20% group flow, the bottom 20% group
flow, the Top-Bottom strategy (Top 20 - Bottom 20), and the three predictor variables (the
earnings-price ratio, dividend yield, and the lagged excess return of the HEX25). Examining
Columns (2) and (3), we see that the group flows are contrarian. Both the top 20% and bottom 20% group flows are significantly correlated with each other and they are both positively
correlated with the valuation ratios (earnings-price ratio and the dividend yield) and negatively
correlated with lagged market returns. The Top-Bottom strategy (presented in Column (1)),
is significantly positively correlated with the earnings-price ratio and past market returns, and
is insignificantly correlated with the dividend yield. These correlations are consistent with the
“timing” portion of flows capturing return continuation trading (correlation with past market
returns), but also trading in a contrarian manner (correlation with the earnings-price ratio). The
R2 from regressing the top 20% group flow, bottom 20% group flow, and top 20% minus bottom
20% group flow on the three predictor variables is 19%, 33%, and 18%, respectively. Based
on these results the persistence in timing that we capture cannot be fully explained by simple
strategies using these three predictors.
We begin our examination of return predictability by regressing future market returns on the
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We winsorize the standardized flows of the investors at the 1% and 99% level to minimize the impact of
outliers.
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group flow measures in the second half of the sample. We estimate regression models of the form:
HEX25t+1 − rf,t+1 = βg · GroupF lowgt + βx · Xt + α + $t+1 ,
where HEX25t+1 is the return on the HEX 25 over month t + 1, rf,t+1 is the one-month Euribor
rate, Xt is the vector of excess returns on the HEX25 in month t, the logarithm of dividend
yield and the logarithm of earnings-price ratio of the HEX 25 for month t, and GroupF lowgt
is calculated for month t according to equation (2). We focus on the flows of the top 20% and
bottom 20% groups and the Top-Bottom strategy.
Results are presented in Table 5. In Columns 1-3 we report results of univariate OLS regressions using the flow-based measures. The top 20% flow is positively related to future returns with
a coeﬃcient of 0.0309, which is insignificant. The bottom 20% flow has a negative coeﬃcient
of -0.0353 and is insignificant. The coeﬃcients have the expected signs, but the coeﬃcients and
R2 are small in magnitude. In Column 1, the independent variable is the Top-Bottom strategy, calculated according to equation (3). This measure can significantly predict future market
returns at the 5% level, with a coeﬃcient of 0.137. While the top 20% flow and bottom 20%
flow are significantly correlated with each other, those times when past successful timers are
buying or selling and past unsuccessful timers are doing the opposite have particular power to
predict market returns. The coeﬃcient implies that a one-standard deviation increase in the flow
measure is associated with an increase in the market return of 1.59%. The R2 is 6%, which is
much larger than any of the other univariate regressions. Thus, the Top-Bottom strategy has
some ability to predict returns before controlling for the other economic variables.
In Columns 4-6, we regress the market return in month t + 1 on the other predictor variables
individually. The dividend yield and earnings-price ratio show little forecasting power. They both
have negative and insignificant coeﬃcients. Other researchers typically find a positive coeﬃcient
on these two valuation ratios. The coeﬃcient on past market return is 0.200 and is significant
at the 10% level. The R2 is 4%, which is of reasonable magnitude. This indicates there is some
auto-correlation in the HEX25 returns during this period. In Column 7, we include the TopBottom variable with the other economic variables. The R2 rises to 12.5%. The Top-Bottom
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variable remains significant at the 5% level and the coeﬃcient actually increases to 0.168.22 In
the Internet Appendix, we create a market timing measure that is orthogonal to a strategy based
on the auto-correlation in monthly returns. We find similar persistence in this test as in our main
test. Column 8 reports on a predictive regression that includes an additional month lag of the
return on the index. This leaves the other coeﬃcients in the regression almost unchanged. Thus,
the diﬀerence in performance across good and bad timers is not captured by the three economic
variables (past returns, dividend yield, and earnings-price ratio) and the results suggest that
including information in individual investor flows improves the performance of the predictability
regressions.23
In Column 9, we report the results of a regression that uses the entire time-series of HEX 25
index returns, from 1995 to 2009. To construct the first half data for this regression, we “reverse”
our sorting procedure by ranking investors that are active in the second half of the sample by
their timing performance in the second half and then we use those rankings to calculate the
flows of successful minus unsuccessful timers in the first half of the sample. We follow exactly
the same procedure that we follow to create the net flows in the rest of the paper, but we swap
the second half of the sample for the first half of the sample. Combining data from the first
half of the sample with data from the second half of the sample allows us to run a predictability
regression with 174 months of data rather than just 87 months. While this procedure is clearly
not implementable in real time, it does generate out-of-sample timing flows for the entire sample
period rather than just for the second half of the sample. Using the entire period makes our
coeﬃcient slightly larger and much more statistically significant than using just the second half.
In unreported tests including other predictor variables does not significantly alter the coeﬃcient
of the Top-Bottom variable.
One common concern about market predictability regressions is the possibility of bias pointed
22

The significance of the coeﬃcient increases dramatically if Newey-West standard errors with a 1-month lag
are used. We report the uncorrected standard errors to be conservative. Bootstrapped standard errors are similar
to those reported.
23
In unreported tests, we find the relationship between our flow variable and future market returns is not
explained by aggregate dividend payments, including two or three months of lagged market returns or including
an indicator variable for a market decline of -3.96% (the 25th percentile of returns in our sample). These results
suggest that the diﬀerence in flows between good and bad timers is not explained by diﬀerences in dividend
reinvestment behavior (e.g., Kaustia and Rantapuska (2012)) or diﬀerences in trading behavior in response to
past returns (e.g, Friesen and Sapp (2007)).
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out by Stambaugh (1999). This predictive regression bias arises when the independent variable
in a time-series regression follows a process that is close to a unit root. The autocorrelation of
our net flows measure is only 0.44, and a Dickey-Fuller test of the hypothesis that it follows a
unit root process easily rejects that possibility. For comparison, the autocorrelation coeﬃcient
for the log of dividend yield is 0.92 in our data. Thus, the predictive regression bias that is
common in market predictability regressions is not likely to be an issue for our results.
The observed market timing persistence and return predictability is especially surprising given
the diﬀerent economic drivers behind the run up and crash in the 1995-2002 time period and the
run up and crash in the 2002-2009 time period. The relative success of investor flows in predicting
future returns may be due to investors dynamically adjusting their models to diﬀerent economic
environments and synthesizing many public signals beyond the three economic variables. The
above results and the diﬀerent economic environments across the two time periods ease concerns
that performance persistence can be explained by investors following a simple strategy.

2.3

Economic Significance

There is clear persistence in investor market timing ability and information in investor flows
is correlated with future market returns. In this subsection, we further examine the economic
significance of the observed timing persistence and return predictability. We calculate the performance of strategies that mimic successful and unsuccessful timers as well as the Top-Bottom
strategy.
We calculate three performance metrics. First, we calculate the correlation between the
quintile group flow in month t and the excess return on the HEX 25 (minus 1-month Euribor)
in month t + 1. Second, we calculate the average return to a flow-weighted return strategy. The
strategy weights each month’s return by the previous month’s group flow. Specifically,
F lowW eightedReturng,t+1 = GroupF lowgt · ExcessReturnt+1 ,

(4)

where ExcessReturnt+1 is the excess return on the HEX 25 index in month t+1 and GroupF lowgt
is the monthly group flow. The third measure accounts for the risk in the flow-weighted return
strategy by dividing the average excess return from the flow-weighted strategy by the standard
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deviation of the strategy. We refer to this performance metric as the Sharpe ratio.24
Results are presented in Table 6. The first row of Table 6 shows the correlations between group
flows and market excess returns. Consistent with the previous results, successful timers in the
first half of our sample are more likely to be successful in the second half of our sample. The top
performing quintile (Q1) has a correlation of 9%. The correlations decrease nearly monotonically
from the top to bottom quintiles. For the worst timers, the correlation is −8%. Note that the
passive buy-and-hold strategy has a zero correlation since it is analogous to investing one euro
into the index in the first month and then cumulating that investment in subsequent months.
The correlation for the Top-Bottom strategy is 25%, which is consistent with the R2 value in
Table 5.
We report the average annualized flow-weighted returns along with the returns generated by
a passive buy-and-hold strategy in the second row. We find the flow-weighted returns for the
top performing quintile (Q1) outperform the buy-and-hold strategy in terms of average return
by 35 bps per year. Even more striking is the diﬀerence in performance between past successful
and past unsuccessful timers. The diﬀerence in average flow-weighted return is 2.19% per year
(p-value=0.02). In the third row of Table 6, we report the Sharpe ratio (or the Flow-Weighted
Return-Volatility Ratio). The successful timers’ ratio is 7.5 times the ratio of the passive buyand-hold strategy. The ratio for the worst timers is negative and economically significant at
−0.25. The ratio of the Top-Bottom strategy is extremely economically significant at 0.88,
which is 22 times the passive strategy’s ratio.
To illustrate the nature of the timing strategy returns we plot the cumulative strategy returns
with cumulative HEX25 returns in Figure 4. We also plot the cumulative strategy returns scaled
up to have the same volatility as HEX 25 returns in Figure 5. As can be seen in the figures, the
volatility of the weights implied by the strategy is pretty small. Weights are positive in about
half of the months. The average absolute value of the market weight of the strategy is about 6.5
percent. Scaling those weights up generates very large returns, but some months in the scaled
up plot have extreme weights (as low as -6 and as high as 4). While it presumes unrealistically
extreme portfolio weights, Figure 5 is useful because it shows what the strategy return time series
24

Most Sharpe ratios are calculated for buy-and-hold strategies. The ratio we report is for a dynamic asset
allocation strategy, which does not have a constant variance.
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looks like. There are several months when the strategy return seems particularly high. Omitting
the 5 months with the highest returns leaves the strategy with a Sharpe ratio of 0.41. While the
strategy has high returns in our sample, a longer sample period would be useful to determine
if the strategy is truly this successful. The strategy return results suggest that market returns
are predictable and the market timing ability of individual investors is economically large and
important.
Our tests, so far, have examined a linear relationship between investor flows and future
returns. We are also interested in whether investor flows can improve predictions of “bear”
markets - defined here as a return at least half of one standard deviation below the sample
average. We calculate the increase in probability of a “bear” market in the next period if there is
a large (negative) diﬀerence between good and bad timers’ flows. We consider a diﬀerence in flows
“large” if it is at least half of a standard deviation below its mean (labeled “Low Flow”). The
discrepancy in flows is calculated in the same way as the Top-Bottom strategy in equation (3).
Results are presented in the Internet Appendix. We find that when good timers have lower
flows than bad timers, this is a pretty good predictor of poor market returns. We find a “Low
Flow” indicates a near doubling of the probability of negative market returns in the next month
than the unconditional probability. Because we only have 87 months over which to calculate the
probabilities and very few months with significant outflows, this number should be considered
only as suggestive evidence.

2.4
2.4.1

The Characteristics of Market Timers
Market Timing and Stock Picking

There have been many studies that document persistence in stock picking ability across individual
investors (e.g., Seru, Shumway and Stoﬀman (2010), Coval, Hirshleifer and Shumway (2020), Che
Norli and Priestly (2009), and Grinblatt, Keloharju and Linnainmaa (2012)). In this subsection,
we examine if individuals that are better market timers are also better at stock picking. We
calculate a stock selection measure and the monthly market timing measure over the entire
sample period (14.5 years) for investors with at least 75 trades and 15 non-zero monthly flows
in the first half of the sample. Our results are reported in the Internet Appendix. We find a
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Spearman rank correlation between the two measures of -1.24% (p-value of 0.05) and a pairwise
correlation of 0.14% (p-value of 0.82). There is little evidence that good market timers are more
likely to be good stock pickers when ability is calculated over a long time span. The lack of a
positive correlation between the two skills could be due to noise in our measure of stock picking
ability or due to investors specializing in one of the two skills. Kacperczyk, Van Nieuwerburgh,
and Veldkamp (2013) provide evidence that skilled fund managers will focus on one of the two
skills conditional on the business cycle. They find that fund managers that are good stock
pickers in expansions are more likely to be good timers in recessions. In the Internet Appendix,
we provide evidence that investors that are better timers in the bubble periods are also better
timers during normal times. We do not measure stock picking or market timing ability during
diﬀerent periods of the business cycle, however. Instead, we show that, unconditionally, stock
picking and market timing are relatively uncorrelated.
2.4.2

The Demographics of Market Timers

In the Internet Appendix, we provide results analyzing which investor characteristics are related
to market timing ability. We analyze investors along many dimensions: sex, age, education, other
demographics, and trading behavior. We estimate three separate regressions where the dependent
variable for investor skill is based on the investor’s monthly timing measure calculated over the
entire 14.5 year period of interest. Regression results are reported in the Internet Appendix.
There is no simple explanation of which traders are good timers and which are poor timers. We
find that middle-aged men from zip codes with higher population density are better timers than
others. However, it is also the case that living around highly educated people (% of individuals
in a zip-code with a university degree) significantly reduces the likelihood of being in the top
20%. Investors that speak the Finnish language (instead of Swedish) are marginally worse timers.
Investors that trade options are marginally worse timers, and those that trade much more are
also worse timers. Surprisingly, investors that have larger average trade size, a proxy for wealth,
have worse timing performance. Overall, there is no obvious pattern to who appears to be a
successful timer.
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2.5
2.5.1

Additional Results and Robustness
Persistence in Timing During “Bubble” Periods

We examine if investors exhibit persistence in market timing skill specifically around the two
major market peaks and crashes. For this analysis, we re-calculate an investor’s timing ability
only using the 25 months surrounding each market peak (February 2000 and July 2007). We find
similar persistence in bubble-period timing as in the full sample. We find a similar relationship
between quintile group flows and market returns in the second half as we find in Table 6. We also
find persistence during normal, non-bubble periods. These results are in the Internet Appendix.
2.5.2

Total Performance

To determine the extent to which our investors are actually outperforming the market, we make
an attempt to calculate their total performance given our data. These calculations diﬀer from all
others in the paper because they incorporate the returns of actual stock holdings, using individual
stock returns rather than just market returns. We have to make a few strong assumptions to
do this, since we do not observe peoples’ entire wealth. Our strongest assumption is about how
long people hold wealth in cash before they buy stocks and after they sell stocks. Since all of our
timing performance comes from dynamic asset allocation, if we assume that people obtain cash
right before each purchase and spend cash right after each sale then we will not capture their
timing success. If we assume that people have all the cash they spend on stocks at the beginning
of the sample period and that they hold all cash generated by sales until the end of the sample,
we will likely overestimate their cash holdings. As a compromise, we assume that people have
the cash associated with all of their trades in a calendar quarter. We calculate each quarter the
amount of cash they would have to have on hand to make all their trades in that quarter. So,
for example, if an investor buys 100 euros of a stock on August 15, we assume that investor has
access to the present value of 100 euros of cash on July 1. Similarly, if an investor sells 100 euros
of a stock on August 20 and has no more transactions, we assume that the investor holds that
cash and earns a risk-free rate until September 30, the end of the calendar quarter. We assume
that all cash holdings earn the Euribor rate and calculate total portfolio returns, using actual
stock returns rather than just market index returns, for each investor. Our results are reported
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in Panel B of Table 6.
In Table 6, we report both the average excess return and the average Sharpe ratio of active
traders. For benchmarking, we also examine the performance of a random sample of 30,000
individuals in the original data set. These 30,000 investors do not need to have 15 months of
non-zero portfolio flows, nor do they need to meet any other particular trading frequency filter,
so most of them do not qualify as active traders. Our Sharpe ratios are calculated for each
individual using their own time series of returns. To calculate a Sharpe ratio for an investor, we
require them to have at least 10 quarters of portfolio returns in the second half of the sample.
Note that this does not require any trading, just at least one valid holding for 10 quarters.
The average returns of the most successful timers are pretty close to the average returns
of the least successful timers. However, the active traders have higher average excess returns
than the randomly selected investors, who are not generally active. While the active traders
have average annual excess (above the risk-free rate) returns of about one percent, the randomly
selected traders have positive average returns but average excess returns of negative two percent.
This is not extremely surprising since our active investors are a very non-random subset of all
investors, and we measure simple returns without adjusting for transactions costs. The Sharpe
ratios of our active investors are strongly related to timing ability. The average Sharpe ratios of
the lower ability timing quintiles are actually negative, indicating that those with high returns
also have relatively high standard deviations of returns in these groups. The average Sharpe
ratio of the best timers is significantly higher than the average for the worst timers, indicating
that the best timers indeed benefit from their market timing ability. We take this as suggestive
evidence that our best timers are outperforming the market.
2.5.3

Survivorship

We purposefully select active investors by requiring at least 15 non-zero monthly flows in the first
half of the sample, but we only require 2 flow months in the second half of the sample so we can
calculate a correlation. This makes our analysis largely unaﬀected by survivorship. Nevertheless,
we examine if investors’ timing performance is related to future exit and any eﬀect this may have
on our results.
We examine if investors learn about their abilities by analyzing how first period market timing
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performance aﬀects the probability of an investor stopping active participation in the market.
The results (presented in the Internet Appendix) are mixed. Investors in the worst market timing
quintile are about 42% more likely to drop out of the sample than investors in the top market
timing quintile and the diﬀerence is significant. Investors in the middle quintiles are more likely
to drop out than either the top or bottom quintile. Thus, the relationship is nonlinear in a way
that investors with average timing performance are most likely to drop out.
The nonlinearity eases concerns that any kind of survivorship may be aﬀecting our results.
We further examine whether our sample selection process aﬀects our inferences by performing
the same analysis with investors that are active (having at least 15 months with nonzero flows) in
both sample halves instead of classifying based on just first half activity. The results (presented
in the Internet Appendix) are very similar to those in Table 3, so we conclude that our sample
selection procedure is reasonable and survivorship is not driving the observed market timing
persistence.
2.5.4

Modifications to Timing Measure

In this subsection, we examine several possible explanations for our results besides heterogeneity
in investor market timing ability. We adjust our timing measure in various ways to rule out
alternative theories for the observed persistence and show the robustness of our results. We also
examine the ability (or inability) of financial institutions to persistently time the market in our
sample.
Finland is a relatively unique market in that Nokia makes up approximately 50% of the market
capitalization during our sample period. Although the market weight of Nokia in our index is
capped at 20% until August 1, 2001 and then capped at 10% thereafter, one possible explanation
for our results is that investors are just timing movements in Nokia and this is driving our results.
To address this concern we run two tests. First, we test whether investors can persistently time
Nokia, by correlating investor monthly flows into and out of the market with Nokia returns
over the next month. The results are presented in the Internet Appendix. The persistence is
similar to the results using market returns, with a nearly monotonic relationship between first
and second period performance. Because Nokia’s returns are correlated with market returns,
this result may not be surprising and does not necessarily mean Nokia is driving our results.
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To determine whether investors are timing the market, not solely Nokia, we run a similar test,
but omit flows into and out of Nokia and exclude Nokia’s returns from the index. The detailed
results are in the Internet Appendix. Once again, we see a near monotonic relationship between
first and second period performance and very significant departures from the null of no timing,
so it is highly unlikely Nokia alone is driving the timing persistence we observe.
Investors may time the market at various frequencies: daily, monthly, quarterly, or longer. We
focus on monthly timing for two reasons. First, we cannot reliably estimate timing over longer
frequencies due to the length of our sample. Second, a very small percentage of individuals trade
on a daily basis in our sample and trading daily would be a costly activity for most individual
investors. Goetzmann, Ingersoll, and Ivković (2000) show that estimating timing ability of daily
timers at a monthly frequency will create downward bias in the estimation of timing skill when
using a Henriksson and Merton (1981) returns-based measure. It is unclear if a similar bias
exists with our timing measure and if the rank-order of investors would change significantly if
we changed the frequency. As a robustness check, we re-estimate our main sets of analysis with
a quarterly timing measure. This measure is calculated following equation (1) except we replace
the cash return in month t+1 with the cash return from the start of month t+1 to the end of
month t+3. The results are presented in the Internet Appendix and are very similar to those for
the monthly measure. The monthly and quarterly measures are highly correlated across investors
with a correlation of 0.75 (0.66) in the first period (second period). This gives us confidence that
our results are robust to measuring timing over diﬀerent frequencies.
We also look for persistent timing ability among financial institutions. We perform the same
kind of test for institutions that we perform for individuals. However, our test is somewhat limited
by the relatively small number of active institutions in our data; there are only 324 institutions
that trade suﬃciently in both halves of the sample to be included in our analysis. The results
presented in the Internet Appendix reveal that there is no clear evidence of persistence in relative
timing ability among these institutions. This is not too surprising given the low sample size of
our tests, the objectives of most financial institutions, and the lack of control institutions have
over their customers’ inflows and outflows. We would not expect, for example, for market makers,
index funds, or standard equity funds to display any timing ability (as captured by our measure)
for these reasons.
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3

Conclusion

We document significant persistence in the ability of individual investors to time the stock market,
both in general and during market bubble periods. We find that some investors consistently
time the market while others consistently mis-time the market. We also find that information
in investor flows is a better predictor of future market returns than commonly used economic
variables. A trading strategy based on investor flows has a Sharpe ratio of 0.88, which is over
twenty-two times the market ratio of 0.04 during our sample period.
The fact that some investors consistently time the market has implications for the way we
model markets and investor behavior. It means, of course, that the market may not be perfectly
informationally eﬃcient and capital may be misallocated throughout the economy. It may alternatively mean that expected market returns vary substantially with time, and some market
participants are willing to bear the additional risk associated with high risk premium periods. If
there is a lot of dispersion in the skill of investors and people can learn then people may rationally incur significant costs to improve their skills. They may trade in an experimental fashion
to learn, or they may use financial products that do not make sense in a world characterized by
perfectly eﬃcient markets with stable risk premia. Our evidence suggesting that some individual
investors have the ability to time the market, and bubble periods in particular, matters for some
of the most important questions in finance.
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Year
1995
1996
1997
1998
1999
2000
2001
2002
2003
2004
2005
2006
2007
2008
2009

Table 1: Summary Statistics of Investor Monthly Flows
# Trades # Flows
Mean Std. Dev. Outflows Flow= 0
269,670
581,630
119.48
18,307.01
5.08%
82.50%
362,778
622,318
-722.73
28,609.67
10.37%
81.33%
504,473
656,227
268.13
39,415.36
9.06%
73.74%
746,684
725,097
322.13
36,271.59
11.01%
68.37%
1,416,253
793,227
818.65 116,432.90
16.50%
57.21%
2,142,002
823,453 -2,306.98 210,042.00
19.91%
52.52%
1,709,249
827,244
85.79
71,351.88
14.78%
63.60%
1,277,208
827,244
-431.95 124,862.10
17.05%
67.99%
1,089,789
827,244
459.57
49,009.56
10.18%
74.39%
1,290,402
827,244 1,381.05
88,048.21
10.31%
71.31%
1,624,510
827,244
-941.24 142,472.60
17.25%
68.81%
1,808,329
827,244 -1,687.51 290,959.70
13.29%
74.34%
2,323,850
827,244
-551.95 121,005.80
13.09%
75.48%
2,390,962
827,244
974.97
59,321.56
6.67%
79.54%
1,399,064
413,622
713.16
32,935.14
9.28%
70.39%

Inflows
12.42%
8.30%
17.19%
20.62%
26.28%
27.57%
21.63%
14.96%
15.43%
18.38%
13.95%
12.37%
11.43%
13.80%
20.34%

This table displays summary statistics of monthly investor flows into and out of securities on
the Helsinki Stock Exchange. Our sample contains all transactions by individual investors from
January 1995 to June 2009. Statistics are presented for the active traders in our sample. To be
considered an active trader, investors must have monthly absolute flows greater than zero in a
minimum of 15 months during the first half. # Trades is the number of trades made during
the year. # Flows is the number of monthly flows aggregated at the investor-month level.
Mean is the average investor-month flow size in euros. Std. Dev. is the standard deviation
of investor-month flows. Outflows is the percentage of flows that are outflows during the year.
Flow= 0 is the percentage of flows equal to 0 during the year. Inflows is the percentage of flows
that are inflows during the year. We drop all trades with 0 value and all cancelled trades from
our original transaction data.
∗
The 2009 values are for the first six months of the year.
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Table 2: Summary Statistics of
Time Period Mean Std. Dev.
1995-2002
0.03
0.18
2002-2009
0.00
0.10

Market Timing Measures
25th Median 75th
N
-0.07
0.01
0.13 68,937
-0.06
0.00
0.07 66,840

This table gives the summary statistics (mean, standard deviation, 25th percentile, median
and 75th percentile) for the market timing measure. The monthly measure is calculated using
equation (1). We separate the sample into two equal length sub-periods: January 1995 - March
2002 and April 2002 - June 2009. Statistics are presented for the active traders in our sample.
To be considered an active trader, investors must have monthly absolute flows greater than zero
in a minimum of 15 months. N is the number of investors that meet the active investor criteria
in the first half of the sample and it is the subset of those that have enough flows to calculate a
correlation in the second half.
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Q1
Q2
∗∗
24.43%
20.57%
20.20%
20.31%
∗
19.42%
20.31%
∗
18.74%
20.05%
17.16%∗∗
18.76%∗∗
100%
100%
*** p<0.01, ** p<0.05,

Second Period
Q3
Q4
Q5
∗∗∗
17.29%∗∗
19.35%
18.36%
19.93%
20.03%
19.53%
∗∗∗
20.70%
19.78%
19.79%
20.25%
20.27%
20.69%
19.78%
21.58%∗∗
22.71%∗∗
100%
100%
100%
* p<0.1. Null: Cell%=20%.
Total
100%
100%
100%
100%
100%

Average Second
Period Timing
1.56%∗∗∗
0.55%
0.46%
0.14%
−0.63%
Q1-Q5 = 2.21%∗∗∗

This table provides frequencies of investors sorted and grouped by their monthly timing measure in each of the two sample
sub-periods (January 1995 - March 2002 and April 2002 - June 2009). The monthly timing measure is calculated using equation
(1). The January 1995 - March 2002 percentile rank is along the vertical axis and the April 2002 - June 2009 percentile rank
is on the horizontal axis. The timing measures are grouped into quintiles. Q1 is the top performance quintile. We present row
percentages. If the two periods were independent, we would expect row percentages of 20% in each cell. Levels of significance
are based on placebo tests (see Section 2 for more details). The quintile cut-oﬀ values for the first period are: 0.173, 0.051,
-0.019, and -0.098. For the second period, the cut-oﬀ values are: 0.088, 0.028, -0.022, and -0.079. Average Second Period Timing
provides the average second half timing measure (April 2002 - June 2009) of investors sorted and grouped by their monthly
timing measure in the first half of the sample (January 1995 - March 2002). The sample size is 66,840 investors.
The pairwise correlation between the first and second period monthly timing measures is 0.0745 and is significant at the 5%
level. The Spearman rank correlation coeﬃcient is 0.0726 and is significant at the 5% level.

First Period
Q1
Q2
Q3
Q4
Q5
Total

Table 3: Two Period Cross-Tab of the Timing Measure
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0.709
(0.000)
0.156
(0.149)
0.321
(0.002)
0.001
(0.990)
0.187
(0.083)
0.807
(0.000)
0.374
(0.000)
0.341
(0.001)
-0.215
(0.045)
0.255
(0.017)
0.477
(0.000)
-0.458
(0.000)
0.369
(0.000)
-0.243
(0.023)

-0.339
(0.001)

0.065

0.254

0.273

0.139

0.194

Std Dev
0.116

This table presents correlations between group flows and various return predictors over the time period April 2002 to June
2009. Top 20 Flow (Bottom 20 Flow) is the month t group flow from for the top (bottom) quintile of timers sorted by first half
performance (see equation (2)). Top 20-Bottom 20 is the month t diﬀerence in group flows between the top and bottom quintile
of timers sorted by first half performance (see equation (3)). Log(EP ratio) is the logarithm of the earnings-price ratio of the
HEX 25 at the end of month t less the monthly Euribor rate. Log(Div. Yield) is the logarithm of the dividend yield of the
HEX 25 at the end of month t. HEX25t is the return on the HEX 25 in month t (i.e, the contemporaneous return). p-values
are reported in parentheses.

HEX25t

Log(Div. Yield)

Log(EP ratio)

Bottom 20 Flow

Top 20 Flow

Table 4: Cross-correlation Between Market Timing Group Flows and Return Predictors
Variables
Top 20-Bottom 20 Top 20 Flow Bottom 20 Flow Log(EP ratio) Log(Div. Yield)
Top 20-Bottom 20
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87
0.060

(1)
0.137∗∗
(0.059)

−0.035
(0.051)

(3)

−0.034
(0.026)

(4)

−0.015
(0.028)

(5)

0.200∗
(0.107)

(6)

−0.056∗
(0.029)
0.017
(0.030)
0.108
(0.116)

(7)
0.168∗∗
(0.064)

87
87
87
87
87
87
0.006
0.020
0.003
0.040
0.125
0.009
Dependent Variable: Return on HEX 25 at time t + 1
Standard Errors in Parentheses
*** p<0.01 ** p<0.05 * p<0.1

0.031
(0.036)

(2)

−0.056∗
(0.029)
0.015
(0.031)
0.110
(0.117)
−0.018
(0.112)
87
0.125

(8)
0.168∗∗
(0.064)

174
0.090

(9)
0.176∗∗∗
(0.003)

This table presents predictive OLS regressions for the market excess return over the time period April 2002 to June 2009. The dependent
variable is the monthly HEX25 return in month t+1 less the monthly Euribor rate (HEX25t+1 ). Top 20 Flow (Bottom 20 Flow) is the
month t group flow from for the top (bottom) quintile of timers sorted by first half performance (see equation (2)). Top 20-Bottom 20 is
the month t diﬀerence in group flows between the top and bottom quintile of timers sorted by first half performance (see equation (3)).
Log(EP ratio) is the logarithm of the earnings-price ratio of the HEX 25 at the end of month t. Log(Div. Yield) is the logarithm of the
dividend yield of the HEX25 at the end of month t. HEX25t+1 (HEX25t ) is the return on the HEX25 in month t + 1 (t) less the monthly
Euribor rate. R-squared is the unadjusted R2 . In Column 9 we rank investors in the second half of the sample and use their first half
flows to calculate Top 20-Bottom 20 for the first half of the sample, so we can use the entire 14.5 years of data for the predictability
regression.

Observations
R-squared

HEX25t−1

HEX25t

Log(Div. Yield)

Log(EP ratio)

Bottom 20 Flow

Top 20 Flow

Variables
Top 20-Bottom 20

Table 5: Predictability Regressions
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−2.03∗∗∗
−0.91∗∗∗

0.00
1.02
0.04

Passive

This table provides measures of performance in the second half of our sample for investors grouped by first
period performance. Panel A reports the performance of strategies that follow group flows. Row 1 presents the
correlations between quintile group flows in month t and market excess returns in month t + 1. Row 2 presents
the average flow-weighted return calculated according to equation (4). This measure multiplies the return in
month t + 1 by the group flow in month t. Row 3 presents the Sharpe ratio. The quintile group flows are
calculated according to equation (2). The Quintile 1 minus Qunitile 5 (Q1-Q5) flow is calculated according to
equation (3). Panel B reports on the average total return of investors calculated as described in Section 2.5.2.
Note that the passive averages in Panel B are averages of a random sample of 30,000 accounts from the data,
so those averages do not require that investors be active traders. The averages in Panel B use actual individual
stock returns to calculate portfolio performance.

Q1 Q2
Q3
Q4
Q5
Q1-Q5
Panel A: Performance Based on Group Flows
Correlation(flowt ,HEX25t+1 )
0.09 0.05 −0.00 −0.00 −0.08
0.25∗∗
2.19∗∗
Annualized Flow-Weighted Excess Return 1.37 0.65 −0.00 −0.06 −0.81
0.88
Sharpe Ratio
0.30 0.20 −0.00 −0.02 −0.25
Panel B: Individual Portfolio Total Performance
Average Annualized Excess Return
1.08 1.70
1.01
1.32
1.08 −0.00
Average Individual Annual Sharpe Ratio
1.46 1.07
0.66 −0.09 −0.38
1.84∗∗∗

Timing Measure

Table 6: Second Half Performance Measures

Figure 1: Histogram of Non-Zero Monthly Flows
This figure displays a histogram of the number of months of non-zero monthly flows per
investor in the first and second half of the sample.
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Figure 2: HEX25 Cumulative Returns
This figure displays the growth of the OMX Helsinki 25 index (formerly the HEX25 index).
The HEX25 is a stock index of the 25 most traded shares on the NASDAQ OMS Helsinki
exchange. The index is value weighted with a maximum weight on an individual security of 10
percent. We present the value of the OMX Helsinki 25 index for our sample period: January
1995 to June 2009. The shaded areas are the twenty-five months surrounding the market peaks
in each half of our sample.

35

Figure 3: HEX25 Monthly Returns
This figure displays the monthly returns of the OMX Helsinki 25 index (formerly the HEX25
index). The HEX25 is a stock index of the 25 most traded shares on the NASDAQ OMS Helsinki
exchange. The index is value weighted with a maximum weight on an individual security of 10
percent. We present the monthly returns of the OMX Helsinki 25 index for our sample period:
January 1995 to June 2009. The shaded areas are the twenty-five months surrounding the market
peaks in each half of our sample.
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Figure 4: Cumulative Return of Timing Strategy vs HEX25
This figure plots the cumulative return of the trading strategy that mimics the trades of past
successful market timers and shorts the trades of past unsuccessful timers. The figure also plots
the cumulative return of the HEX 25 index. The figure is plotted only for the second half of the
sample, from April 2002 to June 2009.
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Figure 5: Cumulative Strategy Return Scaled to have Market Volatility
This figure plots the cumulative return of a scaled trading strategy that mimics the trades
of past successful market timers and shorts the trades of past unsuccessful timers. The Strategy
is scaled to have the same volatility as the HEX 25 index. The figure also plots the cumulative
return of the HEX25 index. The figure is plotted only for the second half of the sample, from
April 2002 to June 2009.
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Appendix
A

A Model of Market Timing

A number of authors have considered the best way to measure market timing (see Jagannathan
and Korajczyk (2014) for a review of the returns-based measurement literature). Most of the
methods proposed by these authors involve explicit market forecasts or estimating time-varying
portfolio betas using portfolio returns (e.g., Treynor and Mazuy (1966), Merton (1981), and
Henricksson and Merton (1981)), and most use data generated by professional asset managers.
These methods are not well-suited for our setting. Instead, we focus on the main dimension
in which individual investors will change their market exposure: time-varying asset allocation,
measured with flows into and out of the market.
We present a simple model of a market timing investor to derive an appropriate measure of
market timing. The model has two time points (t1 and t2 ) and a single investor who selects an
optimal mean-variance portfolio at time t1 :
" #
$
#
$%
V (t2 ) − V (t1 )
V (t2 ) − V (t1 )
max E
− γV ar
,
(5)
V (t1 )
V (t1 )
where V (t1 ) > 0 is the portfolio value at time t1 , γ > 0 is the risk-aversion parameter, and the
maximum is taken over trades at time t1 . The investor trades one stock and a risk-free bond,
and follows the market index. The stock can be any risky asset or portfolio, including the market
portfolio. The dynamics of the market index, the stock, and the bond are as follows
∆M = M (t2 ) − M (t1 ) = M (t1 ) (µm + σm $m ) ,
&
&
((
'
2
∆S = S(t1 ) (µs + σs $s ) = S(t1 ) µs + σs ρs $m + 1 − ρs $̂ ,

(6)

∆B = B(t1 )r,

where µm , µs , σm , and σs are constant drift and volatility parameters, r is the risk-free rate, $m ,
$s , and $̂ are standard normal random variables, the correlation between $s and $m is ρs , and $̂
and $m are independent. We assume that ρs is positive without loss of generality. If ρs is zero,
the investor cannot time the market by trading S.
The investor’s portfolio value at t1 and t2 is given by
V (t1 ) = hs S(t1 ) + Fs + hb B(t1 ) + Fb ,
S(t2 )
B(t2 )
V (t2 ) = hs S(t2 ) + Fs
+ hb B(t2 ) + Fb
,
S(t1 )
B(t1 )

(7)

where hs and hb are the stock and bond holdings before the trades at time t1 , Fs and Fb are the
portfolio flows in terms of money into or out of stocks and bonds at time t1 , and for simplicity,
there are no trades at time t2 . We assume that the portfolio strategy is self-financing so that
Fs = −Fb .
Finally, we assume that at time t1 the investor observes a noisy signal for the value of $m that
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is fully observed at time t2 as follows
Z = $m (t2 ) + η$z ,

(8)

where $m (t2 ) is the realized value of $m at time t2 , the parameter η > 0 determines the signal to
noise ratio, and $z is a standard normal random variable independent of the other uncertainties.
Since the prior distribution of $m is the standard normal distribution and the signal is normally
distributed, the posterior distribution of $m is normal with mean and variance:
µ̃m =

z(t1 )/η 2
1 + 1/η 2

2
and σ̃m
=

1
,
1 + 1/η 2

(9)

where z(t1 ) is the realized value of Z. If η = ∞ then the posterior distribution equals the prior
distribution, and if η = 0 then the investor knows the outcome of $m after observing z(t1 ) at time
t1 . We can therefore use η, the signal-to-noise ratio parameter, as a measure of market timing
ability.
In principle, there might be many ways to make inferences about market timing ability from
the data. We focus on the correlation between portfolio flows and subsequent market returns as a
measure because it is feasible to calculate given the data that we have. The following proposition
establishes this correlation as a valid measure of market timing under our assumptions.
Proposition 1 Assume:
(i) the investor maximizes objective function (5),
(ii) market dynamics follow (6),
(iii) the investor’s information is given by (8), and
(iv) the portfolio strategy is self-financing.
Then the correlation between investor flows into the stock (Fs ) and subsequent changes in the
value of the market portfolio (∆M ) is an increasing function of the investor’s market timing
ability (η).
Proof: With the notation and assumptions above, the return of the portfolio can be written as
V (t2 ) − V (t1 )
(hs + Fs /S(t1 ))∆S + (hb + Fb /B(t1 ))∆B
=
V (t1 )
V (t1 )
)
&
&
((
'
1
=
(hs S(t1 ) + Fs ) µs + σs ρs $m + 1 − ρ2s $̂
V (t1 )
+ (hb B(t1 ) + Fb ))r] .

(10)

Moreover, conditional on observing z(t1 ) we can rewrite (10) as follows
V (t2 ) − V (t1 )
1
=
(hs S(t1 ) + Fs )ρs σs (µ̃m + σ̃m $̃m )
V (t1 )
V (t1 )
&
(
'
1 )
+
(hs S(t1 ) + Fs ) µs + σs 1 − ρ2s $̂
V (t1 )
+ (hb B(t1 ) + Fb )r] ,
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(11)

where $̃m is a standard random variable independent of $̂. Then by (5), the independence of the
noise terms in (11), and the self-financing condition, the investor solves the following optimization
problem:
*
1
+
,2
.
/0
Fs
Fs
−F
s
2
max
[ρs σs µ̃m + µs ] − γ
1 + ρ2s σ̃m
− 1 σs2 +
r ,
(12)
Fs
V1 (t1 )
V1 (t1 )
V1 (t1 )
2
where the variance term [1 + ρ2s (σ̃m
− 1)] σs2 > 0 because ρs ∈ (0, 1] and σ̃m ∈ (0, 1). By the first
order condition, the optimal flow is given by

Fs∗ = V (t1 )

ρs σs µ̃m + µs − r
.
2 − 1)] σ 2
2γ [1 + ρ2s (σ̃m
s

(13)

Note that, by (8) and (13), before observing the signal, z(t1 ), the mean variable in (9) is given
by
($m + η$z ) /η 2
µ̃m =
1 + 1/η 2
and
' it is a normally distributed random variable with mean zero and standard deviation of
1/ 1 + η 2 . Therefore, before observing the signal, the optimal flow Fs∗ is a random variable
with mean
µs − r
F̄s = V (t1 )
2 − 1)] σ 2
2γ [1 + ρ2s (σ̃m
s
and standard deviation

'
ρs σ s / 1 + η 2
ςs = V (t1 )
.
2 − 1)] σ 2
2γ [1 + ρ2s (σ̃m
s

Then by (6) and (13), the correlation is given by
Correlation(Fs∗ , ∆M )

=

E

-.

2
3
/
0
Fs∗ − F̄s (∆M − E(∆M ))
$m + η$z
1
=E '
$m = '
.
2
ςs σ m
1+η
1 + η2

Over the domain η > 0, this is a monotonically decreasing function of η. !
Thus, the correlation between portfolio flows into stocks and changes in the value of the
market is a good measure of market timing ability. We use this measure for much of our empirical
analysis. One important limitation of the model is that it does not allow for multiple risky assets
with diﬀerent betas. However, we can easily generalize our correlation measure to account for
beta.
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